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1 Introduction
To produce a novel realistic drawing, an artist
starts with some intent, often in the form of a
sketch. The artist then creates or seeks out realis-
tic reference images to inform their final drawing.
The process is challenging because reference im-
ages that fit the intent of the artist (e.g. in pose
or lighting) may be difficult to create or find via
text search. We propose to build “autocorrect for
artists.” Given the artist’s existing realistic intent
in the form of a (possibly flawed) sketch, we aim
to build a system that generates a collection of
novel, highly realistic suggestions that the artist
can then use as references or as a final drawing.

Much prior work exists in sketch-based search,
sketch correction, and image generation from
sketches using generative adversarial networks
(GANs). However, current sketch-based search
and retrieval systems cannot generate images that
are not in their databases, and require models of
the domain in question (such as faces) on which to
project the sketch. Current GAN systems can gen-
erate novel images from sketches, but the gener-
ated images simply fill in the outlines of the sketch;
they do not correct it to possess realistic structure.

We combine and extend the approaches pro-
posed in iGAN [1] and mode-regularized GAN [2]
to create a model that projects a possibly-flawed
user sketch onto its closest and most realistically-
structured image, in a semantically-meaningful la-
tent space learned by a paired encoder and gener-
ator. We test our model on handwritten numbers
in the MNIST dataset and on a dataset of flawed
numbers that we created.

2 Problem
The broader problem we tackle is, as the authors
of [3] put it: given a true distribution D, a GAN
that has learned an approximation of that distri-
bution D∗, and an input x ∼ D, what input z to
the generator G is likely to produce x? That is:
how do we modify a GAN to perform inference?

Our work considers a variation on the prob-
lem of inference, which we dub “intent-based in-
ference.” Now, given a possibly-flawed input x̄
drawn from a distribution D̄ that differs slightly
from D in a way that may be difficult to model,
what input z̄ to G is likely to produce an output
G(z̄) = xc such that xc ∼ D (the generated out-

put is realistic) and xc ≈ x̄ (the corrected output
xc is “close” to the original flawed input x̄)?

3 Related work
Recent advances have led to an explosion of new
GAN architectures for specific domains (faces,
scenes, text, etc.), that enable a new type of con-
trol of network outputs [4, 5, 6, 7, 8, 9], and that
learn a more structured latent space [1, 10, 11].

3.1 Combining an encoder with a GAN

A GAN can learn a complex distribution and sam-
ple from it. An autoencoder can perform infer-
ence, but it is difficult to sample from the decoder.
There has been an explosion of work in the past
year on novel architectures that extend autoen-
coders and/or combine autoencoders with GANs
to tackle the problems described in Section 2.

There are three main approaches:
1) Combine the decoder and generator roles,

and train the encoder, decoder/generator,
and discriminator together [2, 3, 12, 13].

2) Train the GAN first, then train an encoder
using the fixed trained generator [1].

3) Train an autoencoder and decoder first, then
train a GAN where the decoder is reused as
the generator and the encoder (plus another
layer) is reused as the discriminator [14].

We were inspired by the architecture of the In-
teractive GAN (iGAN) [1], which follows approach
2. Given a user sketch, an encoder is trained with
a fixed generator (from the pre-trained iGAN) to
project the input x onto the latent space, yielding
a vector z = E(x). The vector z is then used as a
good initial state for an optimization, which seeks
to minimize the reconstruction loss L(G(z), x).

Our work also relies on mode-regularized
GANs [2], which follow approach 1. They co-train
an encoder with a GAN, which yields new terms
to add to the GAN objective and encourages the
GAN to learn a more diverse latent space.

3.2 Sketch search and correction

In the area of sketch correction, [15] is the most
relevant prior work. They train a recurrent neu-
ral network (RNN) that can both generate simple
drawings of common objects and project human
drawings onto more realistic ones. To do this, they
train a variational autoencoder (not a GAN) con-
sisting of two RNNs. While similar in spirit, this
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work differs from ours in two key aspects. First, it
targets very simple stylized sketches, not realistic
ones. Second, it aims to model strokes over time,
whereas our approach targets final sketches.

Additionally, there has been much prior work
on sketch-based search [16] and correcting user
sketches in a fixed domain, such as faces [17].

3.3 Denoising autoencoders

Our work is closely related to denoising autoen-
coders [18]. While an autoencoder attempts to
learn the identity function, a denoising autoen-
coder attempts to learn an identity function that
denoises the input. This architecture addresses
our problem of correcting a user input. However,
a denoising encoder assumes a known distribution
over the noise on the image (e.g. Gaussian noise),
which can then be sampled and added to inputs, so
the encoder can conveniently be trained on pairs
of original and noise-added inputs.

In our case, how would one model the distri-
bution of human flaws? Flawed human-produced
images—e.g. face or hand sketches by amateur
artists, or digits written on turbulent airplanes—
differ greatly from noisy or corrupted images in a
machine-generated sense. It is also not clear how
to sample from human-produced flaws or how to
add flaws to an unblemished image, though we
consider all of these to be interesting questions.

4 Our approach

Building on related work in sketch correction and
GAN-autoencoder architectures, given a user’s ini-
tial sketch, we generate a new drawing that pre-
serves the structure of the user’s sketch. At a
high level, our approach works by using a trained
autoencoder to learn a compressed representation
of a user’s input, or in other words, to “project
it onto the latent space.” This projection is then
nudged in a more realistic direction, and fed to a
trained generator to create a ”corrected” drawing.
Our architecture is shown in Figure 1.

Our optimization-based approach to image
projection and correction is similar to [1]’s, but
we use a co-trained encoder rather than training
the encoder with a fixed generator. As far as
we know, our search-and-interpolation-based ap-
proach is novel, though it builds on existing work
on interpolation within a learned latent space [19].

Figure 1: Generative sketch correction architecture.
An encoder projects a (potentially flawed) user input
onto the generator’s latent space. The latent vector
is then nudged in a more realistic direction via opti-
mization or search, before being fed to the generator to
produce a “corrected” image.

We will demonstrate our approach on the
MNIST handwritten digit database as well as on
flawed human-written digits that we created.

5 Training the models
To create our prototype, we obtain a trained gen-
erator and autoencoder via approaches 1) and 2)
described in Section 3.1.

5.1 Training the GAN

To obtain a trained generator that can generate
realistic-looking images, we tried using three dif-
ferent GAN architectures: a “vanilla” GAN [20];
a Wasserstein GAN [21], which seeks to stabi-
lize training; and a mode-regularized GAN [2].
The parameters of these models were as imple-
mented in Agustinus Kristiadi’s generative-models
GitHub repository [22]. We additionally trained
versions of the Wasserstein and mode-regularized
GANs in which Kaiming normal initialization [23]
was applied to linear layer weights.

We were unimpressed with the MNIST train-
ing results for all five GANs, even after a few tens
of millions of iterations. The vanilla generator suf-
fered from severe mode collapse, and both Wasser-
stein generators and the original mode-regularized
generator produced blurry and unrealistic images.
The randomly-initialized mode-regularized GAN
produced the clearest images, so we decided to
proceed with this architecture.
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5.2 Training the autoencoder

Next, we obtained an autoencoder to meaningfully
project user input sketches onto the trained gen-
erator’s latent space, i.e. minimize the reconstruc-
tion loss between a projected input and its gen-
erator reconstruction. We obtained autoencoders
via two methods: co-training with the GAN, or
post-training with a fixed generator.Mode-regularized GAN autoencoder projections

(Ground truth)Co-trained encoder Post-trained encoder

Figure 2: Projections of both MNIST and “flawed”
generated images using the autoencoder E co-trained
with the mode-regularized GAN and the autoencoder
Q trained post-trained with the fixed mode-regularized
generator. E produces higher-fidelity reconstructions.

Co-trained autoencoder. The mode-regular-
ized GAN trains an encoder E alongside the gen-
erator and discriminator to regularize the training
process. This generator seeks to optimize a combi-
nation of reconstruction loss (pixel-wise Euclidean
distance between the original and generator-
reconstructed images) and reconstructed image re-
alism (as judged by the discriminator). We ex-
tracted this encoder E to test its ability to project
flawed images onto the latent space.

Post-trained autoencoder. Given a fixed gen-
eratorG from normal GAN training, we trained an
encoder Q to minimize the reconstruction loss (bi-
nary cross-entropy loss between the original and
generator-reconstructed images). Our encoder ar-
chitecture drew upon Agustinus Kristiadi’s vanilla
variational autoencoder implementation [22], with
the KL-divergence portion of the loss removed to
create a plain (non-variational) autoencoder.

Some resulting reconstructions of MNIST and
flawed user input from the trained autoencoder
and generator are shown in Figure 2. The co-
trained encoder E generally produced higher-

fidelity input reconstructions, likely because it was
trained to optimize both reconstruction and re-
alism losses, and also because it was trained for
more iterations than Q (as a consequence of being
trained alongside the GAN). As such, we decided
to proceed using the co-trained encoder E.

6 Correcting input images
With training complete, we now use the trained
autoencoder E and generator G to correct user
images. Given potentially flawed inputs, we first
used the trained encoder to project these images
onto the latent space. We then tested two meth-
ods to “correct” the resulting latent space vector
before reconstructing it with the generator.

(a) Flawed 3 correctly cor-
rected into a 3.

(b) Corrections change
digit class four times.

Figure 3: Evolution of outputs via optimization on the
latent space vector. The first cell is the input image
x and the next is its original reconstruction G(E(x)).
Outputs then evolve in row-major order.

6.1 An optimization-based approach

The first approach uses optimization to nudge the
latent space vector in a direction that increases
output realism (as judged by our GAN discrimi-
nator), but that does not stray too far from the
original projection. Specifically, given an input
image x and its projection z = E(X), we train a
one-layer linear neural network S that maps from
latent vectors to latent vectors. This neural net-
work minimizes a combination of realism loss and
latent vector closeness loss:

−λ1 log(D(G(z′)) + λ2 log(MSE(z, z′)), (1)

where z′ is the output of S and D is the (fixed) dis-
criminator that was co-trained with G. The initial
input to S is the original projection z, and then
network outputs are fed back into the network as
inputs so that the original input “evolves” over
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time. Figure 3 depicts both a success and a fail-
ure case of this optimization method.

6.2 A search-based approach
We ran into a problem with the first approach: the
optimization will often correct a flawed input, such
as a skewed 2, into something that is either not a
digit or is a realistic digit of the wrong class (e.g. a
5). This problem motivates our second approach.
Whereas the optimization used stochastic gradi-
ent descent to find a search direction in which to
nudge the flawed input, we instead find an existing
realistic image that defines a good direction.

(a) Latent vector interp. (b) Image interp.

Figure 4: Spherical latent vector interpolation yields a
a meaningful hybrid of the user input and its realistic
analogue, compared to linear image interpolation.

More specifically: given a possibly-flawed user
input x, we begin by finding the image j in the ex-
isting dataset that is the most similar to x. We use
cosine similarity as a measure of image similarity.
Then we project the input x and its most similar
realistic analogue j onto the latent space to ob-
tain vectors zx and zj . We spherically interpolate
these vectors zx and zj and use the halfway vector
zxj to regenerate the projection of x, G(zxj).

We use spherical interpolation to preserve the
norm of the latent vector. Empirically, preserv-
ing the norm seems to produce better latent space
interpolations than linear interpolation [19].

Interpolating between the latent vectors yields
a meaningful hybrid of the user input and its real-
istic analogue, especially compared to linear inter-
polation between the input image (not its latent
vector) and closest match image (Figure 4).

7 Future work
7.1 Limitations of our approach
One may object that digits possess a simple struc-
ture and can be divided into classes. Therefore,
one could simply run a classifier on a flawed digit,
pick the class chosen with highest probability, and
correct that input into the platonic ideal of the
class. This is true. However, this approach can-
not scale to more complex domains such as hands,
where objects cannot be neatly classified.

Another problem is that our two correction ap-
proaches may correct a flawed input to something
that is not the “correct” result (e.g. a flawed 2
to a 9). We may be able to fix this problem by
imposing additional structure on the latent space.

7.2 Tackling faces and hands
We plan to extend our approach to more complex
domains such as faces and hands. We started by
generating face sketches from the CelebFaces [24]
dataset. We downsized the images, cropped them
around faces, and applied a sketch filter. Then we
trained a vanilla GAN on 100,000 sketch images.
However, the GAN did not produce images that
looked sketch-like, since the output collapsed to
a single mode of a noisy front-facing female face.
Therefore, we did not think this GAN would be
useful for correcting flawed inputs.

We also started to create a dataset of hand
poses. Since there surprisingly did not exist a
dataset of diverse hand pose sketches, we gath-
ered 600 images from artist reference sources and
ran an edge detector on them to create sketches.
These images would have required extensive pro-
cessing to create a dataset of consistent size, posi-
tion, and style, so we decided to proceed with the
MNIST experiments instead. However, we would
like to try our approach in the future.
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