Homework Assignment 3

15-415 Database Applications

Carnegie Mellon University

March 3, 2003
Due: March 12, 2003 (Noon)
1. Introduction

In this assignment, you will write SQL queries that answer questions about a database containing information about players, teams and games from the National Basketball Association (NBA). Yahoo Sports (http://sports.yahoo.com/nba/) and ESPN (http://sports.espn.go.com/nba/) are examples of web sites that use such a database. We have simplified the schema by maintaining information for only the current season
. 

Some notes to keep in mind as you go:

· While we have tried to limit the possible number of correct solutions to each question, keep in mind that there still may be multiple correct solutions. For each of the question, there is a relatively short solution.

· Refer to section 6 on instructions to submit this assignment. 

· Unless specified in the question, your queries should produce the correct answer for any instance of the relations. We have provided a script that will contain DDL for creating a sample database with some test data, but your queries should work over any legitimate instance of the relation. 

· Unless specified in the question, return the entire tuple. E.g. “all games” would mean return the entire game tuple.

· Unless specified in the question, do not remove duplicates.

· Return the fields in the order we specify. E.g. question 5 would require you to output the fields in Player.position, AVG(height), AVG(weight) order.

· Note that the dataset provided is minimal.  We will be testing your queries on a much larger dataset, so be sure to add to the one provided to make sure your queries are in fact correct.

The scripts are available at /usr0/dbclass/hw3. Copy everything over to your home directory before beginning work. You are strongly encouraged to read our DDL carefully, and draw the ER diagram for practice. Refer to section 6 on instructions for submission.

2. Administrivia
Congratulations!  You can now breathe a sigh of relief.  The two major projects in the course are over.  From here on in the assignments will be a little easier, but you must work by yourself.  Be sure to do this assignment individually.  Also, please read the entire assignment before beginning.
3. Setup

After you have copied over the hw3 directory, change the “???” in the loadData.sql file to your username, so the directories match up.  Then, run the loadNBA.sh script to set up your database.  Everything will be setup in the shared installation of Postgres (/usr/local/pgsql7_3).

If you ever wish to add more tuples to our datafiles (which would be a good idea), you can simply edit the files, drop the database by running “/usr/local/pgsql7_3/bin/dropdb hw3”, and then load the data again.
4. Schema

There are 4 relations in the schema, which are described below along with their integrity constraints. Columns in the primary key are underlined. 

Players(playerID: integer, name : varchar(50), position : varchar(10),  height : integer, weight : integer, team: varchar(30))  

Each player is assigned a unique playerID. The position of a player can either be Guard, Center or Forward. The height of a player is in inches while the weight is in pounds. Each player plays for only one team. The team field is a foreign key to Teams. 


Team (name: varchar(30), city : varchar(20))  

Each team has a unique name associated with it. There can be multiple teams from the same city. 

Game (gameID: integer, homeTeam: varchar(30), awayTeam : varchar(30), homeScore : integer, awayScore : integer)

Each game has a unique gameID. The fields homeTeam and awayTeam are foreign keys to Teams. Two teams may play each other multiple times each season. There is an integrity check to ensure homeTeam and awayTeam are different.

GameStats (playerID : integer, gameID: integer, points : integer, assists : integer,
rebounds : integer)  

GameStats records the performance statistics of a player within a game. A player may not play in every game, in which case it will not have its statistics recorded for that game. gameID is a foreign key to Games. team is a foreign key to Teams. Assume that there is already an integrity check to ensure that the player involved belongs to either the involving home or away teams.

The DDL for this schema looks like this (also contained within schema.sql):

CREATE TABLE Team (

        name varchar(50) PRIMARY KEY,

        city varchar(50)

);

CREATE TABLE Player (

        playerID integer PRIMARY KEY,

        name varchar(50),

        position varchar(10),

        height integer,

        weight integer,

        team varchar(50) REFERENCES Team(name),

        CHECK (position='Guard' OR position='Center' OR position='Forward')

);

CREATE TABLE Game (

        gameID integer PRIMARY KEY,

        hometeam varchar(50) REFERENCES Team(name) NOT NULL,

        awayteam varchar(50) REFERENCES Team(name) NOT NULL,

        homescore integer,

        awayscore integer,

        CHECK (hometeam <> awayteam)

);

CREATE TABLE GameStats (

        playerID integer REFERENCES Player(playerID) NOT NULL,

        gameID integer REFERENCES Game(gameID) NOT NULL,

        points integer,

        assists integer,

        rebounds integer,

        PRIMARY KEY (playerID, gameID)

);

5. Queries

1. (3 pts) Find distinct names of players who play the “Guard” Position and have name containing “Jo”. (ORDER BY Players.name)

2. (3 pts) List cities that have more than 1 team playing there. (ORDER BY Team.city)

3. (3 pts) Find the tallest player(s) from each team. (ORDER BY Player.playerID)
4. (7 pts) List all players’ playerIDs and their average assists in all home games that they played in. (ORDER BY Player.playerID)

5. (10 pts) For each different position, find the average height and weight of players that play that position for the Magic. Output the position first followed by the averages. (ORDER BY Player.position)

6. (10 pts) List each player’s playerID, their name, team and the number of “triple doubles” they earned.  (A “triple double” is a game in which the player’s number of assists, rebounds, and points are all in the double-digits). (ORDER BY Player.playerID)

7. (12 pts) Find the number of games in which both Allen Iverson and Jason Kidd 
play, and Iverson scores more points than Kidd.
8. (15 pts) List the playerIDs and names of players who have played in at least two games during the season. Output the playerID and name followed by the number of games played. (ORDER BY Player.playerID)
9. (17 pts) Find the team(s) with the most away wins compared to other teams. Output the team name and the number of away wins. (ORDER BY Game.awayTeam)

10. (20 pts) List the playerIDs, names and teams of players who played in all away games for their team. Do not output players whose teams did not play any away games. (ORDER BY Player.ID)

6. Submission instructions

Place each of your queries in separate files.  The file containing query 1 should be called query1.sql, and they should go up to query10.sql.  To submit, create a tarball with the filename hw3-solution.tar.gz containing these 10 queries.  Place this tarball in your $HOME/hw3/ directory on your Itanium machine before the deadline.  If you wish to use slip days, email Joe <josepht AT andrew> your tarball.
� As a fun exercise, think about how to extend the schema we provide to support multiple seasons.





